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Introduction 
 

R is an open source programming language and software environment for statistical computing and 

graphics that is supported by the R Foundation for Statistical Computing. 24 years old now! 
 

Why R? 
 

 Free 

 Works on all operating systems 

 Excellent and efficient graphical capacities 

 Large and active community 

 Many methods not available in other commercial software 

 Good integration between programming language and statistical functions 

 Good integration with a number of database systems and other languages 
 

Setting up the environment 
 

For this workshop R and R Studio are already installed on the workstations in the McGill Library Data 

Lab. If you have a laptop and wish to install R and R Studio, here are post-workshop instructions. 
 

R 
Download the latest version of R from the following link: 

Windows 
 https://cran.r-project.org/bin/windows/base/ 

 Install the (.exe) by double clicking it and accepting the default settings. 

 You can use the R-GUI which comes by default with the installation or as 

specified in the next section use an IDE (RStudio) 

 
 
 

R Studio 

Linux 
 The instruction to install Linux varies from flavor to flavor 

 Easiest way – 

 yum install R 

RStudio is a free and open source integrated development environment (IDE) for R. It consists of 

a console where the user can type the R commands and an environment which shows the data 

that has been loaded in the R environment. R should be installed first. R Studio once downloaded 

and installed should detect your R installation. 

https://cran.r-project.org/bin/windows/base/
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Download the latest version of R Studio from the following link: 
https://www.rstudio.com/products/rstudio/download/ 
 
Select the free “RStudio Desktop version” and download the Installer specific for your OS. 
 

Great R Studio cheat sheet: https://www.rstudio.com/wp-content/uploads/2016/01/rstudio-IDE-
cheatsheet.pdf 
 
Open R Studio from your workstation. 
 

Importing data into R 
 

There are 2 ways to import data in R, through the GUI and using a command. 
 

GUI Import 
 

Click on File, then “Import Dataset”. Select “From Text (readr)…” A dialog box will appear. 

Browse to the csv dataset. Select it and then click on “Import”. 

https://www.rstudio.com/products/rstudio/download/
https://www.rstudio.com/wp-content/uploads/2016/01/rstudio-IDE-cheatsheet.pdf
https://www.rstudio.com/wp-content/uploads/2016/01/rstudio-IDE-cheatsheet.pdf
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Import using Command 
 
  # read in CSV file as a data frame and recognize that the first row is a header that consists of the names of the    
  variables 
 

df <- read.csv('C:/RWorkshop/NHS-99M001X-E-2011-pumf-individuals_F1.csv', header = TRUE) 

The data is stored in data frame which is a table or a two-dimensional array-like structure in which each 
column contains values of one variable and each row contains one set of values from each column. 

Header is TRUE if file contains the names of the variables as its first line. 
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Basics of R 
 

The R environment can be used to compute calculations and assign variables. As a new R-user, you 

might want to practice these simple exercises by typing them into the console window: 

 
 

 

There are different data types in R. These data types can be numeric, integer, logical/boolean, 

character/string, vector, matrix, array, list, data-frame.  

Vector a sequence of data elements of the same basic type 

It is useful to know the data type in order to know what functions can be performed on the object. 

To determine the type of data, you can use the class(), mode() or typeof() functions. The following 

commands create different variables and check their type using the class() function. 

It is possible to convert from one data type to another by using functions such as as.integer(), 

as.vector(), as.matrix() etc. 
 

class(df) # You will see the dataset we are using is type “data frame”  

Managing the R environment 
 

Introduction 
 

The R environment refers to your current workspace. You can think of it like the memory of 

all assigned values, which you can draw on as you work. For example, if 33 is assigned to 

black (“black<-33”), then “black” now exists within the R environment with a value of 33, 

and if the environment is cleared, then “black” will no longer have that value. 

Packages in R 
 

R is a bare bones program. Its utility comes from the 3500+ packages available for 

installation. You may think of these packages as similar to extensions or apps, which some 

other programs use, like Google, Chrome or Apple products.  

 

Each package serves a purpose and has specific commands you can use. In short, Packages 

are user-created programs which can be used to run a specific task or set of tasks. 
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Using packages is a twostep process. First you must install the package you want, and then 

you must load it into R. 

Installing packages 
 

install.package(“nameofpackage”) # installs a package 

library(“nameofpackage”) # loads an already installed package, you can use a package only 

after loading it 

installed.packages() # lists installed packages (not necessarily loaded) 

Installing R packages for this workshop 
 
# install the following packages 

 
install.packages(“plyr”) 
install.packages(“dplyr”) 
install.packages("ggplot2") 
install.packages(“pastecs”) 

 
plyr: tools for splitting, applying and combining data 
 
dplyr: next iteration of plyr: tools for working with data frames 
 
ggplot2: powerful graphics library for creating complex plots  
 
pastecs: a package for displaying summary statistics (one of many available) 
 
# install multiple packages at once with a single call by placing the names of the packages in a character vector. 

 
install.packages(c(“plyr”, “dplyr”, “ggplot2”, “pastecs”)) 

 
# load the installed packages 

 
library(plyr)  
library(dplyr)  
library(ggplot)  
library(ggplot2)  
library(pastecs) 

 
Do not put the package name in quotes. 

 

Working directory 
 

getwd() # returns current working directory 

setwd(“/path/to/new/working/directory”) # changes current working directory 

For this tutorial set the working directory to the folder created previosly for saving the dataset – 
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‘RWorkshop’. 

 
# sets working directory to C:/RWorkshop 
 
setwd(“C://RWorkshop”) 
 
Alternatively, go to Session -> Set Working Directory -> Choose Directory…  
 

Common Operators in R 
 
 

 
? 

One of the most important operators in R because this is the equivalent of a help button. 

When used in combination with a function, such as “?read.csv”, a webpage on the CRAN 

will open explaining what the function does, what its arguments are, and what are some 

associated functions. 

 
<- 

This operator assigns the value on the right side to that of the left, so “five<-5” means that 

the numerical value 5 is assigned to the character value of five. Therefore, inputting 

“five+5” would result in 10. SHORTCUT = Alt + “-“! 

$ 
To access one variable in a dataset, use the dollar sign “$”. For example, $vote1 returns the 

vote1 variable (the vote1 column). 

“” 
All information put between quotation marks must be literal because R will search for 

those exact characters. 

 
 
 

# 

You might find this operator in at the start of a command line in CRAN files or any 

descriptions of R functions. This tells R not to run that line and to move on to the next, so it 

is a way to provide line-by-line commentary without interrupting R’s ability to run the 

script. 
 

 
 

c() 
As seen in the vector example on the previous page, c(), which stands for concatenate, will 

combine its arguments, both numbers and words, into a vector. 

 
+ 

Another form of concatenation used typically in writing long scripts which span multiple 

lines, so rather than R interpreting each new line as a new command, it reads it all as one 

single command. 

 
== 

A boolean (meaning there are two possible values, true or false) operator which ensures 

that the values on the left side are the exact same as the values on the right, i.e., 5==5 

would be true and 5==9 would be false. 

 
 

Functions in R to View Data 
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str(df) # shows the internal structure of the data frame 

 

 
 

head(df) # tells you the first six lines of a vector, matrix, table, data frame, or function 
 

Some other similar functions which can be used are as follows: 

tail(df) # tells you the last six lines of a vector, matrix, table, data frame, or function 

summary(df) # shows the statistical summary 

ls() # lists all of the objects available in the workspace, i.e., all the data and variables you 

have defined 

ls.str() # combines ls and str to lists all objects with details about data type and content 

class() # tells you the data type, i.e., vector, matrix, character, etc. 

names() # can either change the name of an object or tells you all of the defined names in the 

object, i.e., all of the column titles in an excel file 

object.size() # tells you how much memory is taken up on your computer by the object 

dim() # tells you the dimensions of the object 



11 | P a g e 
 

length() # tells you the length (number) of the vectors and factors in the object 

ncol() # tells you the number of columns 

nrow() # tells you the number of rows 
 

Accessing columns in a data frame 
 

Let’s say we want to find the mean of the input column “TOTINC” in R. We do what is shown below: 

 

mean(df$TOTINC) 
 
 

To access TOTINC, we need to use df$TOTINC.  

However, to access the columns directly in R you can use the function attach, after which you can 

refer to the columns directly as shown below: 

attach(df) 

mean(TOTINC) 
 

You can and should use detach(df) to detach the data frame once you don’t need to directly access 

the variables. 

Note: When working with multiple data frames, DO NOT use attach as it might cause a lot of confusion, 

rather use WITH() function, the details of which are beyond the scope of this workshop. 
 

Subsetting Data 
 

Selecting (Keeping) Variables and Selecting Observations: 
 

We wish to select the variables AGEGRP, TOTINC & WEIGHT. We create a new vector called myvars 

and then assign a subset data frame using myvars. 

 
  # creates a subset of three variables: AGEGROUP, TOTINC and WEIGHT 

myvars <- c(“AGEGRP”, “TOTINC”, “WEIGHT”)  

# creates a new data frame for “myvars” vector 
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new_data_frame <- df[myvars]   

 

There is another method to subset variables based on index.  

# select the 1st and 5th thru 10th variables 

new_data_frame <- df[c(1,5:10) 
 

# display results 

head(new_data_frame) 

# selecting the first 5 observations 

   new_data_frame <- df[1:5,]  
 

# display results 

head(new_data_frame) 

# selecting first 5 observations and first 3 variables 

new_data_subset <- df[1:5, 1:3]  

# display results 
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head(new_data_subset) 

 

Finally, let’s try creating a new data frame with FEMALES (SEX = 1) earning more than 35000 

# sub-setting based on values of variables 

 

new_data_frame <- df[which(df$SEX==’1’ & df$TOTINC > 35000), ] 
 

 

 

Recoding Variables 
 
In order to recode a variable, one can take advantage of R’s control structures such as “IF-ELSE” 
 
We can recode the age groups below into 3 new, broader age categories – Younger Adults, Middle Age & Older 
Adults.  

 
In the dataset, following values for the original variable AGEGRP 
 

  
 

 
AGEGRP VALUES AGEGRP_LIFE_STAGE 
1-10 (ages 0-34) Young 
11-14 (ages 35-54) MiddleAge 
15-21 (ages 55 +) OlderAdult 

 
Let’s create a new variable called ‘AGEGRP_LIFE_STAGE’ that would represent the life stage groupings (i.e. 
younger adults, middle age & older adults) based on the value in the variable ‘AGEGRP’. 

 

 
 
# create new data frames for the new vectors 
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Young <- df[Young]   

MiddleAge <- df[MiddleAge] 

OlderAdult <-df[OlderAdult] 
 

Excluding Missing Values from Analysis 
 
# create new vector 
 

x<-c(1,2,NA,3) 
 
mean(x) # returns NA 
 
[1] NA 
 
# NA values should be stripped and returns 2 
 
mean(x,na.rm = TRUE)  
 
[1] 2 
 

Data Reshaping 
 
It is easy to extract data from the rows and columns of a data frame but there are situations when we need the 
data frame in a format that is different from the format in which we received it. 

 
Data reshaping in R is about changing the way data is organized into rows and columns. 

 
Joining columns and rows in a data frame is achieved by 2 functions: 

 

Combine R Objects by Rows or Columns (dplr)  
 
rbind - combines vector, matrix or data frame by rows 
 
# create two subsets 
 
nhs_subset1 <- df[1:10, 1:3] 
nhs_subset2 <- df[11:21, 1:3] 
 
# combine the two subsets by combing rows 
 
nhs_subset3 <- rbind(nhs_subset1, nhs_subset2) 
 
# print results 
 
nhs_subset3 
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cbind - combines vector, matrix or data frame by columns 
 
# create two new subsets 
 
nhs_subset4 <- df[1:20, 1:3] 

 

nhs_subset5 <- df[1:20, 4:6] 
 
# combine the two subsets by combining columns 
 
nhs_subset6 <- cbind(nhs_subset4, nhs_subset5) 
 
# print results 
 
head(nhs_subset6) 
 

 

 
 

Transpose 
 

To convert the rows into columns and columns into rows (essentially flipping the data frame) we 

can use the t() function in R.  

# t function is used to create the transpose, after which ‘as.data.frame’ is used to convert the result 

into a data frame 

nhs_subset1 

nhs_subset1.transpose <- as.data.frame(t(nhs_subset1)) 
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Aggregate functions in R 
 

aggregate() function 
 

Aggregate is a function similar to tapply but it is much more flexible compared to tapply.  
 

# run aggregate() with the same parameters as tapply() in previous example 

aggregate(TOTINC~SEX, df, mean) 
 

 
# remove missing values (9999999) and re-run mean for TOTINC 
 
aggregate(TOTINC~SEX, data = df[!(df$TOTINC==9999999),],FUN = mean) 
 

 

# subset the data on more than one variable, e.g. mean total income based on SEX and PR 
 

aggregate(TOTINC~SEX+PR, df, mean) 
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You can use any of the standard functions instead of mean in the examples above such as sum, sd 

(standard deviation), etc. 
 

Descriptive Statistics 
  

   R provides a wide range of functions for obtaining summary statistics. 
 

   One method is to use sapply() with the specified summary statistic: mean, sd, var, min, max, median, range,    
   and quantile. 
 

 
   # use the function stat.desc from the pastecs library 
 
  stat.desc(df[ c("AGEGRP","TOTINC")]) 
 

Frequencies 
 
  # use table and the name of the column to generate frequencies 
 
 table(df$AGEGRP) 
 

 

Cross Tabulations 
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# cross tabulate AGEGRP x TOTINC (two-way frequency table) 
 
crosstab <- table(df$AGEGRP, df$TOTINC)  # AGEGRP will be rows, TOTINC will be columns 
 
# print table 
 
# produce tables of proportions using prop.table() function 
 
prop.table(crosstab) # cell percentages 
 
prop.table(crosstab,2) # column percentages 
 
prop.table(crosstab,1) # row percentages 
 
Clear further help on calculating descriptive statistics: https://www.statmethods.net/stats/frequencies.html 
 

Data Visualization using ggplot2 
 

Why gglplot2? 
 

 mature and complete graphics system 
 consistent underlying grammar of graphics 
 plot specification at a high level of abstraction 
 very flexible 
 includes a theme system for polishing plot appearances 
 many users, active mailing list 

 

What is ggplot2? 
 

ggplot2 is based on the grammar of graphics, the idea that you can build every graph from the same 

few components: a dataset, a set of geoms (which are visual marks that represent data points), and 

a coordinate system. 

General syntax 
 
    ggplot(data =’data_frame’ , aes (x=’column name’ , y=’column name’ )) + geom_bar(stat = ‘identity’) 

 
    3 main components: 

 data refers to a data frame (dataset) 

 aesthetics indicates x and y variables. Also used to tell R how data are displayed in a plot – e.g. 
colour, size, shape of points. 

 geometry refers to the type of graphics (bar chart, histogram, box plot, line plot, density plot, dot 
plot, etc.)  

      
    Various plots can be created using ggplot2, some of the popular ones include: 

o geom_area() 
o geom_density() 
o geom_dotplot() 

https://www.statmethods.net/stats/frequencies.html
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o geom_freqpoly() 
o geom_histogram() 
o geom_bar() 
o geom_hex() 
o geom_boxplot() 
o geom_dotplot() 
o geom_map() 
o geom_contour() 
o Many more exist… 

  
 The simplest way to create a comprehensive plot using ggplot is to keep adding layers rather 

than combining everything into one. 

Example 
 

Let look at an example of this by creating a bar graph of gross rent paid by people across different 

provinces. 

 
Some background regarding the dataset: 
 

o Gross rent paid per month is stored in the column – GROSRT 
 For the sake of accuracy, we should exclude the values of 9999 & 8888 as both 

mean that the person either lives in his own house without paying any rent or 

the data is not available/missing. 

 

o The current residence of the people surveyed is stored in the column –PR 
 The values in the column are numbers, each representing a province: 

 10- Newfoundland and Labrador 

 11- Prince Edward Island 

 12- Nova Scotia 

 13- New Brunswick 

 24- Quebec 

 35- Ontario 

 46- Manitoba 

 47- Saskatchewan 

 48- Alberta 

 59- British Columbia 

 60- Northern Canada 

Let’s start with the basic plotting: 

 
 

o As we highlighted earlier, we have excluded all the entries where the gross rent is 
either 9999 or 8888. 

o We want the province on the X axis and the rent on the Y axis, hence: 
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 aes(x=factor(PR),y=GROSRT) 

 factor is used to keep the original discrete values rather than letting 

ggplot use an auto scale making the X axis continuous. 

o We want the color of each bar to different based on the province, hence: 
 fill = factor(PR) 

o Now we want a bar chart, where instead of counting the number of values which 
geom_bar does by default, we want to leave the values as they are, therefore: 

 geom_bar(stat=’identity’) 

o Remember, each layer can be added by concatenating it with a ‘+’  

o  



21 | P a g e 
 

 Now, as you can see, ggplot by default has summed all the values in the GROSRT column, we 

don’t want that. This just illustrates the total sum of rent of all the people surveyed province 

wise. 

 We want to calculate the average rent paid by people province wise, hence we need to add a 

statistical layer that will average the rent province wise. Hence: 

 
 So, we have just added a layer of stats (stat_summary) telling ggplot to apply the function 

‘mean’ to all the values on the Y axis based on the province. Notice, how we have combined 

the geom_bar previously added as a layer with stats_summary as a parameter. 

 

 

 Now, we have got the graph we wanted but it’s less intelligible because the X and Y axis labels 

are just column names which are not understandable to someone looking at the graph for the 

first time. So, let’s add labels to the graph. 
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This is now readable, except we don’t really know what the numbers on the X axis stand for. 

We know, as previously stated, that each number is a province. So, let’s add that to the graph, 

while making the background prettier. 
 

o To name the legend and individual bars on the X axis we use – scale_fill_discrete() 
 name = name that should be given to the legend. 
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 labels = names given to each individual bar. 

 

 

 
This example shows you how to create a bar graph. Similarly, you can create many other types of 

data visualizations. 

 

 


